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1.A.1. Ingolf Krueger, Pavel Pevzner, Steve Briggs, Matthew Arrott: GreenLight SOA 

We have been exploring the applicability of domain modeling techniques to manage the 
complexity of an integrated architecture for a software-intensive system-of-systems such as the 
GreenLight instrument. Modeling plays an important role in all requirements engineering 
activities, serving as a common interface to domain analysis, requirements elicitation, 
specification, assessment, documentation, and evolution. Models can help in defining the 
questions for stakeholders and surfacing hidden requirements.  Ultimately, the requirements have 
to be mapped to the precise specification of the system and the mapping should be kept up to date 
during the evolution of requirements or the architecture. 
 
In Year 1, our first efforts focused on identifying the set of stakeholders for the Instrument and 
capturing a preliminary set of requirements regarding data management, which were crucial in 
Year 2 for identifying green experiments that would help us relate energy consumption with the 
utilization of the various resources made available by the GreenLight instrument. In Year 2, we 
developed models for the supporting infrastructure of the GreenLight instrument, in terms of heat 
exchangers, fans, power distribution units, water intake from campus infrastructure, etc. These 
models were used to identify proper data models and schemas for long term storage of 
measurements and further analysis of power usage and heat distribution trends related with 
specific experiments running on the instrument. 
 
Based on these models, in Year 2, we developed an architecture for monitoring energy and heat 
related aspects to help with correlating energy expenditures of our experiments. We used UML-
style diagrams to build models and capture critical elements regarding the power utilization of the 
Instrument and its constituents. Through an agile development process, we continuously 
incorporated the new requirements and derived models into an integrated architecture for a 
cyberinfrastructure foundation for the Instrument.   
 
Using these measurement capabilities, in Year 3 we worked on understanding the massive 
amount of collected data by re-architecting the GLIMPSE portal to better support live or 
historical analysis capabilities. Using the highly successful human-machine interface provided by 
Apple’s iPAD device, we re-engineered GLIMPSE into a fully-fledged  web-app, compliant with 
the latest HTML5 and CSS3 standards. This was a serious undertaking given the limited 
processing capabilities of this mobile device and also the paradigm shift from classical mouse-
based single point of input interface design to a realistic multi-touch experience. 
 
We implemented a Service-Oriented Architecture (SOA)-based cyberinfrastructure composed of 
four subsystems, namely Sensing, Data Management, Resource Management, and Presentation 
Framework, using the Rich Services blueprint for composition. 
 



 
Figrue 3: GreenLight SOA High-level 
overview 

 
These subsystems provide a large set of 
enterprise capabilities including, data 
collection from a broad base of sensors; 
data correlation by measurement type, 
location, and time; resource management 
to account for real-time instrument usage; 
energy profiling; analysis and reporting; 
visualization; support for cross-cutting 
policies, etc. 
 
GLIMPSE is part of the Presentation 
Framework subsystem and relies on 
capabilities provided by the other 
subsystem to provide a real-time insight 
into the entire GreenLight Instrument. It 
supports both the desktop clients and the 
iPAD as a webapp in both portrait and 
landscape orientations, with automatic 
layout changes for the content. The main screen (dashboard) of GLIMPSE depicts the 
environmental measurements at the present moment, with the intent to aid a researcher or 
decision maker understand the performance and operational safety of the Instrument. The 
dashboard displays three blocks: (a) on the top left, the environmental data displayed includes the 
temperature of the water used to cool the equipment inside the instrument (both intake and 
outflow), along with the average temperature and humidity inside and outside the box; (b) the left 
box depicts current power consumption of the computing and networking infrastructure measured 
inside the Instrument (which is used to perform the actual experiments) versus the overall power 
consumption of the entire box (which includes heat exchangers, fans, monitoring system, and 
does not contribute directly to any computation, but is necessary to maintain the system working 
properly) as measured at the campus-provided outlets; (c) the largest block depicts the state of the 
eight heat exchanges situated in between the IT equipment racks. Each heat exchanger contains 
five horizontal slices with pairs of fans in each slice. The fan dials graphically depict the speed of 
the fans (in percents) though two arcs, the outermost indicating the current speed, whereas the 
innermost indicating the average speed over the past 24h. The rainbow bar underneath each fan 
dial points to the current temperature measured near the respective fan slice. To assist the 
researchers get instant numerical representation of these measurements, the interface implements 
an intuitive touch-based interaction through which a simple touch on the fan dials triggers an 180 
degrees turn of the respective dial to reveal the same measurements in textual form. 

Figure 4: GreenLight SOA subsystem capabilities 



 

 
Figure 5: GLIMPSE iPAD webapp - Dashboard 

 
We have also been working to extend our architecture across to a similarly equipped (but not 
instrumented) modular datacenter from UCSD’s School of Medicine. Built-in environmental 
sensors of this second datacenter can be easily queried by selecting the appropriate datacenter 
from the GLIMPSE interface (left bottom selection box). We went even further and through our 
MuSyc collaboration, we enhanced our data collection and correlation capabilities across 
campuses to UC Berkeley’s Computer Science datacenter. This datacenter, although an older 
design was successfully incorporated into our infrastructure and its vital environmental statistics 
were made available through GLIMPSE to researchers from both institutions. This paved the way 
for successful future collaborations. 
 
Building upon the experience we gained with the GLIMPSE dashboard, we added new features 
critical for understanding the relationships between heat, fans, and power consumption in a real 
datacenter. Hence, we developed models for the airflow inside the datacenter using appropriate 
graphical representations. The Instrument is designed for laminar airflow with air recirculation 
through the racks and around the two airlocks (double doors on the front and back of the 
container housing the datacenter). Using the same data displayed on the dashboard, the airflow 
screen is instantly available through an intuitive swipe left gesture. We carefully selected gestures 
and other interaction elements to make such richer screens available on the iPAD, while at the 



same time maintaining compatibility with traditional desktop web browsers. This enabled us to 
reach a wide stakeholder audience while keeping the development costs minimal. 
 

 
Figure 6: GLIMPSE iPAD webapp - Airflow display 

Capitalizing on these capabilities, we also incorporated a heatmap that correlates temperature 
measurements with fan speeds at the slice level for each heat exchanger. We used color-coded 
depiction of the temperature at each of these locations, i.e. cooler colors (towards blue) for colder 
regions, and warmer colors (towards red) for hot spots. To indicate fan speeds at those locations, 
we use two indicators, namely the size of the associated  temperature gradient and a circle with 
radius proportional to the fan speed. The airflow and heatmap displays share the same logical 
screen, and can be toggled using the provided touch-enabled buttons. 



 
Figure 7: GLIMPSE iPAD webapp - Heatmap display 

 
 
 
In addition to these live depictions of the state of the Instrument, the GLIMPSE webapp also 
provides quick insights into historical data using spectrograms. A spectrogram is a compact 
representation of a large data set from multiple sensors that can be used to pinpoint regions of 
interest in the data set for further detailed analysis. We have been developing such spectrograms 
for environmental data and overall power consumption to help researchers narrow down the huge 
amount of data to investigate in relation with particular experiments. 
 



 
Figure 8: GLIMPSE iPAD webapp - Heat trends display through 24h spectrogram 

 
 
Using the tab-bar at the bottom of the GLIMPSE interface, researchers can analyze trends in heat 
distribution, fan speed changes, or power fluctuations in response to computation. For instance, 
the past 24h spectrogram indicates variations in temperature, which can be used to pinpoint exact 
spatiotemporal locations of interest in the ocean of data collected by the Instrument. They may 
also point to exact moments and locations of heavy computation, malfunctions of cooling 
equipment (fans or heat exchangers), or aggressive use of storage resources (e.g. swapping 
because of high memory usage, storage or massive amounts of data, etc). 
 
Besides environmental data, the GLIMPSE spectrograms are extremely useful to pinpoint spikes 
in the power usage of the computing equipment, either because of experiments or hardware 
malfunctions. They also help researchers plan their experiments to avoid huge power drains that 
may potentially trip the breakers designed to avoid costly overloads. 
 



 
Figure 9: GLIMPSE iPAD webapp - Past 5h power utilization spectrogram 

 
 
In addition, we have also been developing an integrated analysis and reporting capability for 
historical power data with up to a minute resolution. Researchers have access to per asset zoom-
able graphs that illustrate power usage spikes, trends, and averages to help pinpoint high load 
experiments and activities that can be optimized by shifting to algorithms for optimized hardware 
architectures, such as FPGAs or GPGPUs. They also allow operators to quickly identify faulty 
power supplies when graphs of redundant power supplies show an imbalance or complete shift of 
power from one supply to the other. This is of significant interest for high density storage units, 
where power failures could lead to massive data corruptions/loss. A snapshot of such capability is 
illustrated in the Figure 10 below, where thumper-2-ps1 and thumper-2-ps2 represent the 
redundant power supplies of such data storage equipment. 



 
We have also been working on resource models for the GreenLight resources (e.g., CPUs, virtual 
machines, physical nodes, storage elements, etc.). The models define classes of resources that 
may share or have dependencies in their usage policies and scheduling algorithms (e.g., 
scheduling of virtual machines on the actual physical machines and between physical machines). 
These were very valuable in the context of our DC-power related efforts, where we were able to 
incorporate DC power measurements into our infrastructure and compare the efficiency of dual-
powered (AC and DC) servers when running on DC vs AC. We quickly realized that given the 
novelty of the DC market, the built-in IPMI capabilities of the servers under test were providing 
unreliable power measurements, and are currently looking for ways to instrument them with 
appropriate sensors. 
 
We also continued our Year 2 efforts for integrating non-traditional architecture into the 
computational fabric of the Instrument. We were able to incorporate FPGA augmented Convey 
servers for Proteomics experiments to enable bioinformatics scientists to define specialized mass-
spectrometry analysis workflows and execute them on the GreenLight Instrument. We further 
investigated a port of core Proteomics algorithms to the GPGPU architectures, using nVidia 
CUDA framework on top of dual GTX295 and GTX480 (Fermi core) cards. Initial experiments 
proved interesting results with performance approaching the FPGA setups, at a significant 
fraction of their cost. Ongoing developments drive an upcoming design for a computational mass 
spectrometry cyberinfrastructure by optimizing computing architectures in relation with the 
proteomics experiments intended to be executed (e.g., using general purpose CPUs vs. GPGPUs 
with specialized adaptations of the proteomics algorithms), the communication bandwidth 
required for transporting the data between the processing nodes, and centralized or distributed 

 
Figure 10: Detailed power usage analysis through the GLIMPSE portal 
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storage infrastructure (e.g., exploiting the data locality principles that apply to data intensive 
algorithms).  
 
 
In the long run, the results of our activities provide the foundations for a loosely coupled SOA-
based system-of-systems that seamlessly blend the hardware and software into a 
cyberinfrastructure fabric, which enables dynamic resource management through specific policies 
enforced by pluggable entities. This translates into on-demand monitoring and control of the 
GreenLight Instrument and similar modern datacenters. In effect, the SOA will become a 
principled way for accessing the resources offered by the instrument under energy and other 
quality of service policies. 
 
In year 3, we worked on the development of an energy aware scheduler for data centers as a 
collaboration of two teams focusing on an end-to-end solution for optimizing energy use at the 
data center level. The main idea was to create a software interface between a service-oriented 
application layer and the scheduler that dispatches computation across the data center. This 
enabled the scheduler to make informed decisions on what kind of resources should be used and 
when they should be used in order for the computation to be successful. By making informed 
decisions the scheduler was be able to optimize the workload across the servers in the data center 
minimizing the number of active servers, thus reducing the energy consumption. All of this was 
possible without violating the service level agreement (SLA) that a data center committed to its 
customers.  
 
A second thrust of research, also a fruitful collaboration between our teams, is the development of 
a data center workload scheduler that is able to exploit heterogeneous hardware in the data center. 
In the GreenLight instrument we have regular server architectures, FPGAs and GPGPUs 
augmented machines. All of them have different energy profiles and tradeoffs in terms of energy 
consumption and performance. We are currently investigating how to leverage such heterogeneity 
to achieve a reduction in energy consumption while at the same time maintaining or even 
improving the overall performance. 
 
 


