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Instrument Details

Tom DeFanti, Elazar Harel, Greg Hidley: Design and Implementation of the GreenLight Instrument
Project GreenLight has built an instrument to measure the energy usage of computing systems under realworld conditions, with the ultimate goal of getting computer designers and users in the scientific
community to re-think the way they do their jobs from an energy efficiency perspective. In Year 1 we
completed the construction of the initial GreenLight instrument and preliminary planning for a DC
powered server rack in the GreenLight instrument. In Year 2, the infrastructure team:
• Added additional computers to the Instrument
• Supplemented Sun MD sensors with per rack per outlet power sensors using Avocent PM3000
SNMP monitorable PDUs and per server IPMI interfaces to provide power measurements for
each device in the instrument.
• Developed and published a data management system to give the research community ready
access to the various environmental data generated by the Instrument’s sensors.
• Ran baseline power experiments for general IT activities (data transfer, storage, and display)
• Provided access to the instrument to additional researchers
• Added a DC powered facility model to the instrument including direct DC powered Intel and Sun
Nehalem servers
• Added a cache server to the instrumented environment
The instrument consists of fully enclosed computer server facilities within a specially modified and
instrumented modular sea storage container (Sun Microsystems Modular Datacenter, or SunMD). UCSD
completed the infrastructure design and construction (mechanical, physical, electrical,
telecommunications) to support the instrument’s structural, power, cooling and data requirements. We
installed the Sun MD, specified, ordered, received and configured a variety of networking and server
equipment, deployed it in the first instrument and turned it over to applications and systems researchers in
late Year 1. We also established a public GreenLight web presence at http://greenlight.calit2.net/ , an
internal web based working environment at http://wiki.greenlight.calit2.net/greenlight/ and began the
development of a GreenLight data management environment.
The Sun Modular Datacenter (Sun MD) container houses 1 rack of network and monitoring equipment
and 7 racks capable of supporting up to 40 1U servers each. Each rack is filled with various computing
and networking equipment to support individual experiments. Custom measurement systems provide
energy usage data within the instrument in real-time and include information on power usage and
efficiency for the individual electronic devices as well as the server facility infrastructure. These
measurements include details of consumption for computation and communication as well as for handling
air flow, heat exchanger dissipation, chilled water flow and related thermal management. Energy data,
both current and archival, are available in real-time over the Internet to assist energy efficiency research.
In Year 2, as of March 2010, the GreenLight instrument contains the following systems:
Rack 1
•

Networking equipment. Optiputer and RCI network availability. Sun related
management equipment. 6 10GigE network connections leave the SunMD.

•

23 x Nodes with two Intel Xeon E5440 Processors (2.83GHz) and 8GB memory
(Compute nodes)

•

7 x nodes with two Intel E5430 Processors (2.66GHz) and 32GB memory (large
memory nodes)

Rack 2

Rack 3

•

4 x Nodes with two Intel Xeon E5440 Processors (2.83GHz) and 8GB memory
(Compute nodes)

•
•

6 x GPGPU Nodes with dual nVidia 295 cards, two Intel Xeon E5440 Processors
(2.83GHz) , and 8GB memory
4 x Convey Nodes (FPGA nodes)

•

5 x Sunfire X4540 Storage Units, 48TB raw capacity (Thumpers)

•

6 x GPGPU Nodes with dual nVidia 295 graphics cards, two Intel Xeon E5440
Processors (2.83GHz), and 8GB memory.

•

5 x Sun Fire X4270 servers with two Intel Xeon X5570 Processors and 24GB
memory (Nehalem compute nodes)
6 x Intel 2600 servers with two Intel Xeon X5550 Processors and 24GB memory
(Nehalem compute nodes)

Rack 4

Rack 5
Rack 6

Rack 7
•
Rack 8
•

DC Power equipment, transformer, rectifier and DC control devices

Switches
• Each rack contains two Extreme Networks Summit X350-48ts switches
• 10Gb Optiputer connectivity is available via a Fujitsu XG2000 switch.
PDU/Monitoring
• Each rack contains Avocent PM3024 PDUs with per port power monitoring
• Intermapper Monitoring
• IPMI Monitoring
• DSView3 Monitoring – Avocent Display Tool
The construction of GreenLight is supporting ICT energy efficiency related research activities in a
number of areas including computer architecture, software architecture, visualization, media content
distribution, energy monitoring and modeling, and domain science applications in Biology, Geology and
BioEngineering. It is our belief and project goal that the GreenLight Instrument is enabling these
communities of research and application scientists, to come to understand, through this instrumentation,
how to measure and then minimize energy consumption, to make use of novel energy/cooling sources
coming online at UCSD, and to employ middleware that automates optimal choice of compute/power
strategies. This allows domain application researchers to exploit the exponential improvements in silicon
technology and provides new quantitative data to support engineering judgments on comparative
“computational work per watt” across full-scale applications running on at-scale computing platforms.
This is, in turn, helping to re-define fundamentals of systems engineering for green cyberinfrastructure.
Conserving energy, reducing “carbon footprints” and deploying sustainable or renewable energy sources
are increasing priorities in public and private institutions, across all sectors of the economy, in the United
States and abroad. Project GreenLight is providing the tools to enable the research and understanding of
energy conservation in Information and Communications Technology (ICT), one of the world’s largest
growth industries and leading energy consumer. Given the pervasiveness of ICT in every industry today
and its central role in the creation of new industries tomorrow, energy efficiency improvements in ICT
will have worldwide and far reaching impact. Project GreenLight is now providing tools and data to help
researchers and industry make such improvements and is providing users with information on the energy
use of various types of computing clusters.
During Year 2, the project is pursuing further ways to optimize the work per watt, such as through
energy-saving hardware acceleration and data caching, reducing DC/AC/DC conversion losses and

investigating WAN terrestrial and undersea transmission options. NLR and NLR member CENIC now
provide 5 x 10Gbps WAN and campus network links available to Project GreenLight.
In Year 2, Project GreenLight is investigating cache engines to improve streaming data performance. We
installed a Cisco cache engine on our switch in support of GreenLight activities, which identifies repeat
traffic as a function of the type of media obtained and port used. If remotely accessed data is determined
to be static, the local cache hits, significantly reducing network traffic and remote processing. We are now
investigating ways to estimate the resulting power savings and benchmark true performance gains, which
visually are quite apparent. In the first tested application which is using remotely served Windows Media
Server (WMS) data (the Blue Marble demo with WMS overlays), we saw 70% cache hits and therefore
70% fewer data transfers from the remote server and 70% reduced utilization (bandwidth reduction) of
the switching fabric between the remote server and our visualization facility. We will come up with a
broader data mix in Year 3 to identify the true strengths and weaknesses.
Also in Year 2, Project GreenLight has developed and published web-based tools for energy and
environmental monitoring and analysis. These are described in detail in Section 2.A.3 and are seen in the
power consumption experiments documented in this report in Section 2.A.8.
In Year 3, we will use the tools and practices developed in Year 2 to run wider experiments in areas of
multi-media (CineGrid), genomics and mass spectrometry and to help identify best work/watt
configurations and maximize PUE at server, rack and facilities levels. We will also focus on deployment
staging in support of transferring power efficiency lessons learned into semi-production and production
environments. As we bring new types of equipment into the instrumented SunMD, we will rotate
equipment out of the Instrument into semi-production status in the 2nd SunMD, and for production work
into the Calit2 1101 server room where we can display to the public best of breed rack configurations.

Design and Implementation of the GreenLight Instrument
•
•
•

•

The GreenLight Instrument allows accurate measurement in a controlled environment.
Access to measurement is via the web, including lower tier institutional researchers and
specifically supported MSI researchers.
The hardware and software energy minimizing and computation acceleration techniques
discovered should be applicable anywhere, even at lower-tier institutions. While some of the
hardware and sensors we will leverage are somewhat expensive today, we expect that in a few
years time, partially as a result of this research, the components will be increasingly commodity
and even built into most hardware available for purchase.
No physical dimensions or specific costs are attached to the overall methodology.

Through robust and flexible web interfaces, the GreenLight instrument should enable lower tier institutions
to participate in meaningful and at scale experimentation with algorithms, programming, as well as
dynamic power management (DPM) strategies for energy/power efficient computing.
The GreenLight Instrument itself, with all the monitoring and visualization equipment, is not meant to be
wholesale copied by lower-tier institutions, any more than Consumers Reports recommends you put a
wheel out the back of your car to measure mileage accurately; they provide the information to give you the
results so you can choose the car you want intelligently. The GreenLight Instrument is built using
containers connected to each other and campus domain science labs by multiple 10 gigabit network links.
This is mostly to allow accurate measurement in a controlled environment, yet the hardware and software
energy minimizing techniques should be applicable to any rack in any department closet or computer
room. The strategy of migration for avoiding hot spots in a rack, for example, once proven, could be
retrofitted on existing clusters; any institution should be able to take advantage of such software

developments. Indeed, our work should demonstrate the economic benefits of utilizing appropriately
designed and cooled machine rooms for computing and storage infrastructure, and help campuses to
choose whether it is financially more attractive to build new conventional computer rooms, place
containerized racks outside on concrete slabs, or pay for network access to cloud computing. Our work,
simply put, should be of use to individual institutions regardless of size and means to evaluate their own
tradeoffs and get the best work/watt. For this reason, the MSIs have expressed strong interest in Project
GreenLight. We are working with Richard Aló and Heidi Alvarez to actively bring the MSI-CIEC groups
into UCSD courses via videoconferencing, to campus with hands-on access through summer workshops,
and to participate in research via mentored net access.
Overview of Instrument Construction:
By the middle of Year 1 the first GreenLight instrument was installed and operational. There were many
lessons learned, but the largest related to the unanticipated and unappreciated complexity and cost of the
infrastructure required to support the installation of the Sun Modular Datacenters (MD). UCSD had
experience with an MD in mid 2007 when our School of Engineering agreed to use its Charles Lee Powell
Structural Research Laboratories seismic testing facilities to evaluate an MD under seismic load. At the
time of project GreenLight’s instrument infrastructure planning, an additional MD was under acquisition
by the UCSD School of Medicine. Although efforts were made to benefit from economies of scale, and
siting both MD’s near the campus chilled water loop, adjacent to the power infrastructure for a major new
Pharmaceutical Sciences building, and in an area with minimal demolition needs, the campus still incurred
nearly $1M in infrastructure related costs to support two adjacent MD’s making use of common power,
cooling and communications feeds, a single concrete pad and common fence, access gate and lighting.
Over 2008 much site planning work took place, culminating in an October acceptance of the MD.
Significant infrastructure milestones during that period include:
• Preliminary site selections – estimated costs are put together for each site by UCSD Facilities
Design and Construction and Resource Management offices
• Final site is determined - adjacent to the new Pharmaceutical Sciences building
• UCSD Campus/Community Planning Committee (C/CPC) approves site
• Configuration information is provided to Sun Microsystems for cost negotiations
• Development of civil, mechanical, plumbing and electrical design documentation occurs
• Site planning design documents are reviewed and approved by various UCSD authorities
• Construction documents are finalized
• Footers are poured, power, water and telecom lines are placed, slab is poured
• MDs are delivered and attached to slab mounts
• Fire and surveillance systems are connected to campus infrastructure
• New transformer is installed and integrated to campus power source
• Custom chilled water pump and control sled are constructed and installed
• Chilled water and related plumbing connections made
• Power and data connections are made
• MD’s are formally accepted by UCSD from Sun Microsystems and made available to users
Mechanical challenges in addition to the above efforts, included finding ways and means to mount exterior
electrical equipment such as electrical disconnects, raceways, and conduit entrances for Telecom ducts.
Clearances with access panel openings also presented opportunities for the creative engineering of chilled
water connections. Electrical connections required that the entire Pharmaceuticals Sciences Building
power be shut down, to make the new connections. Finding a site for the transformer and electrical
distribution board was a challenge, and we finally found space in an exterior areaway. Discussions are
ongoing with SDG&E regarding potential energy credits/rebates.
The figures below show the delivery and installation of the Sun Modular Datacenters.

During the first quarter of 2009 we installed racks of equipment (as seen below) for various GreenLight
investigators. As of this writing, April 2010, we have deployed 7 racks of equipment, including multiple
racks of networking gear, racks of Intel-based compute servers and Sun AMD based storage servers. We
have also installed custom FPGA- and GPU-based equipment and DC-powered Sun and Intel Nehalem
servers.

Figure 1: Delivering Sun Modular Datacenters

Figure 2: Installed Sun Modular Datacenters

The figures below show the inside of one of the Sun Modular Datacenters:

Figure 3: Inside the MD: Racks in Place

Figure 4: Inside the MD: One Rack with 1U
Computers

Overview of Instrument Network:
By the middle of Year 1 we have designed, developed and implemented a multi-layer switched fiber and
copper based network infrastructure to support the GreenLight Instrument. There are two major Network
connections to the GreenLight Instrument:
The first network connection is to the OptIPuter network core located in the SunLight exchange at Calit2.
This connects to the Instrument at Layer 1 using 4 DWDM channels over a single fiber optic cable. Each
of these wavelengths is operating at a 10Gebps capacity. At layer 2, these 4 unique 10GE connections are
channel bonded together between the Instrument’s Fujitsu distribution switch and the OptIPuter core
network’s Forc10 E1200 Multilayer Core Switch at Calit2. At layer 3, the OptIPuter E1200 core routers
provide both inter-vlan and external routing. The OptIPuter Core provides Instrument connectivity to
multiple wide area research sites via 3 x 10 Gbps and 6 x 1Gbps (36 Gbps total) connections. There are 3
unique networks which are extended to the Instrument from the Optiputer Core: 1) OptIPuter Routable, 2)
IPMI for installation and host monitoring, and 3) Sun10Net monitoring.
The second major network connection is the UCSD Research CyberInfrastructure (RCI) research network
which connects to the Instrument at Layer 1 using 2 dedicated DWDM channels to a Cisco 6509 RCI
research network distribution switch in the Instrument. As with the OptIPuter connection, multiple
dedicated layer 2 connections are provided to the Instrument, while any off-site routing is provided by an
RCI network router at the San Diego Supercomputer Center (SDSC.) There are 3 unique networks that
are provided by this link: 1) Restricted (campus production and CI research network only, used by the
Instrument computing nodes), 2) Semi-Restricted (for VMcontainers, HTTPS accessible from anywhere),
and 3) Unlimited (for Instrument head nodes.)

Within the Instrument, access switches in each rack connect via 10Gbps CX4 (10GBase-CX4) to the single
OptIPuter (Fujitsu) and Campus (Cisco) Distribution Switches. An additional access switch is provided in
each rack for ROCKS based internal cluster communication and monitoring using multicast. The ROCKS
internal network uses the 7th and final vlan, which is contained within each Instrument rack and does not
exist outside the Instrument.
The Instrument internal and combined internal/external network diagrams are seen in the Figures below.
The final figure (Figure 21) shows the monitors used as well as all relevant internal/external networks.

Figure 5: Instrument internal network

Figure 6: Instrument Internal and External Network Diagram.

Figure 21: Physical Location of Monitors inside Instrument (and outside) - 4 unique monitors

We learned that it is important to first prototype the complete network configuration off-site to work
through any bugs or issues. This was completed, and it saved a tremendous amount of time. The confines
of the Instrument also caused some network implementation delays due to simple cabling and connectivity
issues. We identified and proposed changes for the next Instrument. For networking, multiple racks often
need to be simultaneously removed, and thus multiple rack lifts will be provided in the next Instrument.
Also, the conduit from the rack cable risers is neither sufficiently flexible nor large enough to
accommodate a larger amount of cables. We note that 10GBase-CX4 cables are not only less expensive,
but ideal for the Instrument environment given that the connector and cable are more solid than most other
10Gbps fiber. However, they are quite thick compared to fiber alternatives.

